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Scene reconstruction from partially overlapping
images with use of composite filters
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In many image processing applications, it is desirable to combine partially overlapping images into one larger
scene. We introduce a supervised correlation filter method that automatically detects overlapping image
pairs and estimates proper alignment. We use on-line composite filter design to achieve rotation- and overlap-
invariant image pairing. We present stochastic system analysis that provides closed-form expressions that
predict correlation plane response distribution, defines an overlap-invariant filter bank architecture, and ob-
tains the optimum training set size. The resulting high-level image processing method is numerically effi-
cient, suited for optoelectronic implementation, and competitive with manual reconstruction in speed and ac-
curacy. © 1999 Optical Society of America [S0740-3232(99)03009-4]
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I. INTRODUCTION
There are several image processing applications that re-
quire that a group of randomly oriented, partially over-
lapping images be detected and aligned with one another
into one larger scene. These applications include indus-
trial inspection, archeological archiving, and aerial photo-
graphic reconstruction. They are characterized by re-
quiring a field of view, and resolution, greater than that of
the sensor being used to capture the scene. In these
cases an imaging sensor is used to capture a series of par-
tially overlapping subscenes that are combined together
into one larger scene. We present a correlation-based so-
lution to this problem called the partial overlap scene as-
sembly system (POSAS). The system is best described as
a supervised correlation process. That is, a supervising
algorithm systematically selects the image pairs that are
to be correlated and interprets the quality of their match.
A bank of composite correlation filters, invariant to trans-
lation, rotation, and partial overlap, is used to register
the partially overlapping image pairs. The filter type se-
lected for this application is the linear phase coefficient
composite filter1 (LPCCF). LPCCF’s are chosen for their
high signal-to-noise ratio (SNR), predictable peak-to-
sidelobe ratio (PSR), and ability to provide information
concerning orientation, characteristics that enable effi-
cient on-line design and response properties that enable
overlap-invariant detection.

Four main elements of image registration methods
have been defined by Brown.2 First, the search space de-
fines the allowable set of distortions to search through to
find the proper registering transformation. Second, the
feature space contains the extracted image information
used for matching. Third, search strategies are defined
to identify matches between extracted features and
known control features in the model or the template.
And fourth, a similarity metric is used to evaluate the cor-
rectness of each tested match.

When the search space is rigid but not constrained to
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small transformations, the search strategy most often em-
ployed is control point matching. Most production regis-
tration systems are semimanual in that a human opera-
tor selects the control points from which the computer
registers the imagery. Research into automating this
area includes automatic control point selection,3 feature
encoding for search-space reduction,4 and efficient search
strategies such as relaxation5 and clustering6 for informa-
tion stored in image graphs4,5,7 and interpretation trees.8

Most of these approaches require a priori information
about the template distortions or the specific features
within them. This limitation is especially true for corre-
lation methods. Most correlation strategies are applied
when the search space includes only small rigid or affine
transformations.2 There are two approaches to extend-
ing correlation to include wider ranges of distortions.
One method9 is to successively distort and correlate a ref-
erence template across a full range of distortions. An-
other approach is that of composite filtering, where a
single filter responds to a full range of distortions. The
potential advantages of using correlation filters to extract
registration information are their robustness across ap-
plications and the efficiency achieved by performing the
correlation in the frequency domain with the use of fast
Fourier transform algorithms or optoelectronic correla-
tion devices. However, traditional correlation methods,
including composite filters, can only match a small known
template with its position within a larger scene. They
cannot detect partially overlapping images because the
sidelobe response exceeds the correct correlation peak.

The POSAS approach overcomes this traditional limi-
tation of correlation by using a sidelobe suppression post-
processing method. The search space considered by the
POSAS includes translation across the entire field of view
and the full range of in-plane rotation. The POSAS
method does not require feature-space reduction in
theory. However, in practice, edge enhancement im-
proves performance for many applications. The POSAS
1999 Optical Society of America
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method has evolved from composite filter design. The
most well-known composite correlation filter is the syn-
thetic discriminant function10 (SDF) filter. When Hester
and Casasent originated the SDF approach to distortion-
invariant filtering, they first expanded the training set
images into an orthogonal basis set of images to be com-
bined into the SDF filter. Second, they constrained the
output correlation responses to each of the training im-
ages. The filter was thus formed from a weighted set of
basis images. These two design aspects of the original
SDF design set the stage for future composite filter de-
sign. The idea of constraining (or optimizing) the output
correlation became the dominant approach to distortion-
invariant filter design.11 Output constraints are effec-
tive but require matrix inversion and are thereby inher-
ently numerically intensive.

Forming basis sets of training images has not received
as much attention as correlation constraint. However, to
improve the SDF approach, several aspects of training set
selection have been studied. Kumar and Pochapsky12

studied the effects of the training set size on filter perfor-
mance. Several methods of training set selection13,14

were developed for better representation of distortion. In
particular, Schils and Sweeney14 developed a method that
supported complex filter impulse responses. Inspired by
these developments, Hassebrook et al. introduced the
LPCCF design,1 which emphasizes training set selection
methodology and does not require matrix inversion. For
this reason LPCCF design is attractive for on-line,
distortion-invariant filter design. Further development
of LPCCF design resulted in insights into relationships of
LPCCF’s to other traditional SDF filters,15 correlation re-
sponse distributions,16 numerically efficient LPCCF
design,17 and rotation estimation from complex correla-
tion responses.18 The authors combined several of the
LPCCF capabilities and introduced an ad hoc demonstra-
tion of the basic POSAS concept.19 However, this ad hoc
demonstration lacked the mathematical development in-
troduced in our present research.

An overview of the POSAS is presented in Section 2.
Background explanation of on-line design of the LPCC fil-
ters is presented in Section 3. Section 4 presents a sto-
chastic analysis of the POSAS, which yields closed-form
expressions for the correlation response, overlap-
invariant response characteristics, optimum training set
size, and a description of the overlap similarity measure.
Discussion of performance and implementation is pre-
sented in Section 5, and the conclusions are given in Sec-
tion 6.

2. SUPERVISED CORRELATION AND
SCENE ASSEMBLY OVERVIEW
The supervisor selects pairs of images, to be registered,
from a database referred to as the registration set. Its
objectives during selection are to minimize total computa-
tion, maximize the probability of complete reassembly,
and minimize registration error. The supervisor, as
shown in Fig. 1, begins by arbitrarily selecting one parti-
tion from the registration set. This partition is consid-
ered the parent image. The remaining partitions are
successively paired with the parent partition and consid-
ered potential children of the parent image. The selected
pairs are sent to the pair correlator, discussed in Section
3, where they are correlated with each other by using the
rotation- and overlap-invariant on-line filter design in
which the filter is constructed from the parent image. If
the peak response in the resulting correlation plane is
above a given threshold, the pair of images is considered
for possible registration. The location of the peak in the
correlation plane determines the relative positioning of
the centroids of each image. The phase response is used
to determine the relative rotation about the centroid re-
quired to register the two images properly. With the
alignment known, a similarity measure is determined for
the overlapping region. If the similarity measure is be-
low a threshold, then the alignment is assumed incorrect.
However, the parent/child pairing may still be valid for
another alignment, so the peak location is suppressed as
an alignment ambiguity, and the next-highest peak is se-
lected, where a new similarity measure is determined and
considered. These ambiguous peaks are often caused by
repeated man-made patterns, which create local, but
false, correlation peaks. If, in NA peak suppressions,
none of the similarity measures is above the required
threshold or the relevant peak is below the peak thresh-
old, then there is no match and a new potential child is
selected and the pairing process begins again. When all
the potential children are considered, the next parent is
selected for matching.

When a pair is successfully registered, the pair is
treated as a parent/child match and the child is included
into the family tree to be used as a parent later in the
search process. The process continues until all the par-
ents have been tested with the available potential chil-
dren. The relationships among all images are stored in a

Fig. 1. POSAS block diagram. The supervisor selects parent
and child pairs to be correlated and evaluates quality of registra-
tion.
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Fig. 2. Millenium Falcon registration set. Each of the 11 partitions has random rotation and overlap with other partitions.
family tree table, as indicated in Fig. 1, containing a cen-
troid location and rotation for each parent/child pairing.

The final scene is reassembled after fine-tuning the ro-
tation information contained in this family tree table. To
fine-tune the rotation estimate, we use a ‘‘largest of’’
matched filtering approach20 to conduct a finite search for
a better angular estimate. In the fine-tuning step, the
peak location is assumed correct, and an inner product of
the parent and child images is performed at different an-
gular increments, where each increment is finer than the
original rotation estimate resolution.

To simulate the problem of assembling multiple, par-
tially overlapping and randomly oriented views into a
larger scene, we partition an image of the Millenium Fal-
con into 11 randomly rotated, partially overlapping views,
shown in Fig. 2. The partitions in Fig. 2 were Sobel edge
enhanced and treated as the registration set. The result
of the supervised correlation and assembly process is the
reassembled scene shown in Fig. 3.

3. BACKGROUND FOR ON-LINE,
OVERLAP-INVARIANT FILTER DESIGN
The LPCCF’s are the only rotation-invariant composite
filters whose design does not require matrix inversion.
The LPCC filters are rotation invariant in magnitude re-
sponse, contain overlap information in the shape of their
magnitude response, and yield rotation information in
their phase response. LPCC filters are a family of filters
that use phasor relationships in conjunction with proper
training set selection and filter bank design to obtain an
inherently discriminating system. They are approxi-
mately orthogonal; thus each filter carries unique infor-
mation about the parent image. We present the efficient
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on-line LPCC filter design and their use in the overlap-
invariant detection and angle estimation process.

When a pair of images is tested for registration, a
LPCCF bank is constructed from the parent image xA ,
and then the test image xB is correlated with each filter in
this bank. The correlation of a test image with one of the
filters in the bank is given by

yk~a, b ! 5 xB~a, b ! + hA,k~a, b !, (1)

where (a, b) are Cartesian coordinates, yk is the correla-
tion output from the kth filter, + indicates correlation,
and hA,k is the kth filter constructed from the parent im-
age xA .

For in-plane rotation distortion, the LPCCF training
set is obtained by uniformly rotating the parent image
from 0 to 2p rad. The number of rotations included in
the training set is denoted by the variable N, and each im-
age in the training set is rotated by 2pn/N rad. The
equation for the kth-order LPCC filter vector is

hA,k* 5 (
n50

N21

xA,n expS 2j
2pn

N
k D 5 XAFk , (2)

where a superscript * indicates complex conjugation, k
5 0, 1 ,..., N 2 1, and the nth training image is denoted
by the d 3 1 vector xA,n , which is obtained by lexico-
graphically ordering the nth rotation of the parent image
xA containing d elements. The d 3 N matrix XA repre-
sents the parent image training set matrix with the nth
training vector as its nth column, where the first column
has index 0.

Fig. 3. Reassembled scene of Millenium Falcon from registra-
tion set in Fig. 2.
The output correlation planes from each filter are
weighted and combined to form the filter bank output cor-
relation plane:

ybank~a, b ! 5 (
kPKbank

wku yk~a, b !u, (3)

where wk is the weight attached to the kth-order filter
output and Kbank is the set of filter indices included in the
filter bank.

Near-optimal performance can be obtained by properly
weighting and selecting a subset of all possible filters. In
this case the filter selection and weighting are based on
the filter response magnitudes for both child and nonchild
test images, where a child image is similar to, and a non-
child image is unlike, the parent. These child and non-
child responses are approximated by the eigenvalues of
the training set vector-inner-product (VIP) matrices RAA
5 X A

T XA and RBA 5 XB
TXA , respectively. The re-

sponses for the parent test image xA and the potential
child test image xB can then be estimated from the eigen-
values of RAA and RBA , respectively, as described in pre-
vious literature.15 The parent-to-parent center response
is approximated by lAA,k , the kth eigenvalue of RAA .
The test-to-parent center response is approximated by
lBA,k , the magnitude of the kth eigenvalue of RBA .

Given the eigenvalues, the optimal filters for discrimi-
nation between xA and xB are ranked by using the follow-
ing quality measure:1

Q 5 sgn~lAA,k 2 lBA,k!F ~lAA,k 2 lBA,k!2

lAA,k
G , (4)

where sgn(v) 5 1 for v > 0 and sgn(v) 5 21 for v , 0. A
large Q value corresponds to good discrimination ability.
By selection of the filter orders with the highest Q, the fil-
ter bank is designed for maximum discrimination be-
tween child and nonchild images.

The filter bank output plane is postprocessed to provide
overlap-invariant detection by subtracting the square
root of the zero-order response. The square root of the
zero-order response is weighted by b so as to scale the
peak to unity. The filter bank response is weighted by a
such that the mean squared difference e is minimized for

e 5
1

d2 (
a

(
b

@aybank~a, b ! 2 bAyk50~a, b !#2, (5)

where yk50 is the zero-order filter output and d is the
number of pixels. The postprocessing is then imple-
mented such that

ypostprocessed~a, b ! 5 aybank~a, b ! 2 bAyk50~a, b !. (6)

The weights a and b normalize the postprocessed re-
sponse to be application independent, which tends to
make the peak and similarity measures consistent from
one registration set to another.

A. Efficient Filter Weight Calculation
The eigenvalues are obtained by transforming the VIP
matrices. Calculating the eigenvalues of the VIP matri-
ces RAA and RBA is very computationally intensive, re-
quiring a vector inner product between training set ma-
trices of O(N2d) operations plus a two-dimensional fast
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Fourier transform of the VIP matrix requiring
O(N2 log N) operations for a total of O(N2(d 1 log N)) op-
erations, where d is the number of pixels in xA . For this
reason it is desirable to calculate the eigenvalues without
evaluating the entire VIP matrix. The VIP matrix RAA
has been shown to be circulant, Toeplitz, and symmetric,1

while RBA is circulant and Toeplitz but not necessarily
symmetric. The eigenvalues can be calculated in a com-
putationally efficient manner21 if we exploit these proper-
ties:

lAA,k 5
1

N FN~xA,0
TxA,0!

1 (
n51

N21

2~N 2 n !xA,0
TxA,n cosS 2pkn

N D G , (7)

where m and n are the row and column indices of RAA ,
respectively. Therefore the eigenvalues can be calcu-
lated with O(Nd) operations. The slightly less efficient
eigenvalue calculation for RBA is

lBA,k 5
1

N FN~xB,0
TxA,0!

1 (
n51

N21

~N 2 n !xB,0
TxA,n cosS 2pkn

N D
1 (

m51

N21

~N 2 m !xB,m
TxA,0 cosS 2pmk

N D G . (8)

B. Filter Bank Design
The filter bank design allows the designer to be selective
in the use of filters and thereby optimize the filter bank
response. We always discard half of the filters that are
redundant1 and any filter whose estimated nonchild re-
sponse lBA,k is larger than its estimated child response
lAA,k . It may not be necessary to use all the remaining
filters to choose the best filter subset. We use Q to rank
the filter orders on their effectiveness for discriminating
between child and nonchild images. The number of fil-
ters to include in the filter bank is dependent on the reg-
istration difficulty. In general, smaller percentages of
overlapping mass in neighboring images require the use
of more filters in the filter bank. We choose the number
of filters in the filter bank by experience (which is 15 for
this research), where more filters will improve the sys-
tem’s detection ability but increase processing time. The
output of each filter order in Eq. (3) is weighted by

wk 5
lAA,k 2 lBA,k

lAA,k
, (9)

which is optimized for minimum probability of error.1

This method of filter bank design is used because it is an
on-line design. There are other filter bank selection22

and weighting schemes23 that are more optimum but less
numerically efficient than Q.
4. STOCHASTIC SYSTEM ANALYSIS
Mathematical insight into correlation response has
eluded researchers for those characteristics dependent on
the input images. By approaching this problem with sta-
tistically describable control images, we derive some im-
portant closed-form expressions that predict correlation
plane response distribution, overlap-invariant detection,
and training set size optimization for detection generali-
zation to nontraining set images.

A. Control Images
The control images are designed to be statistically sta-
tionary for both rotation and translation. In this way
they model actual images that have complicated patterns.
Two partially overlapping control images are shown in
Fig. 4. The inside of their circular boundary is filled with
stationary salt-and-pepper noise, where the relative per-
centage of salt (binary ones) to pepper (binary zeros) ap-
proximates the percentages of ones and zeros in the
Sobel-edge-enhanced, binarized scene being reassembled.
The boundary radii are also chosen to approximate the
size of real-scene partitions, in this case the registration
set in Fig. 2.

The advantage of using control images to model system
behavior is that ensemble statistics yield closed-form
mathematical relationships between overlap and correla-
tion response. The percentage of area overlap and the
percentage of image mass overlap are statistically propor-
tional to each other. The image center and the image
centroid are statistically equal, and the percentage of
overlapping area is calculated from the distance between
the centers of the two images, regardless of the rotation
angle about that centroid. Using terminology from de-
tection theory, we refer to the matching regions of two im-
ages as the shared ‘‘target’’ signal mass and the non-
matching regions as ‘‘clutter’’ signal mass.

These characteristics also facilitate the introduction of
prespecified percentages of shared target mass into a ran-
domly generated control image pair. This is achieved by
removing an American-football-shaped section, indicated
in Fig. 4, from one of the images and placing it on the
outer boundary of, but entirely within, the other. The re-
lationship between center separation and percentage of
area overlap is given by

Fig. 4. Control image pair after registration with 12% shared
target mass in overlap region.
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L 5 pR2 2 2R2 sin21S r
2R D 2 rS R2 2

r2

4 D 1/2

, (10)

where L is the overlapping area and r is the separation
between the centers of the two equally sized control im-
ages with radius R. For discrete pixel values, L is
rounded off to the nearest integer value.

B. Overlap-Invariant Postprocessing
When very small percentages of target mass are shared,
the peak target mass response for k . 0-order filters oc-
curs off origin and is smaller than the sidelobe height at
the origin, as shown in Fig. 5 for a pair of control images.
Figures 5–8 are sideviews of three-dimensional mesh
plots of the correlation plane, where the vertical axis is
the response and the horizontal axis is one of two lateral
dimensions. The other lateral dimension is perpendicu-
lar to the page. The square root of the zero-order filter
magnitude response, shown in Fig. 6, describes the enve-
lope of the sidelobes for the k . 0-order filter magnitude
response. This enables sidelobe suppression as described
by Eq. (6). A postprocessed correlation plane for a pair of
control images is shown in Fig. 7, where the shared target
mass results in the peak at the location of proper regis-
tration.

The sidelobes in the filter bank response are produced
by the clutter mass response and the response of the tar-
get mass to the nonmatching training images. To de-
scribe the sidelobes, we derive the mean and the deviation
of the magnitude response when filter hA,k.0 is correlated
with xB , given that xA and xB are control images sharing
no target mass, that is, case H0 . These results approxi-
mate the sidelobes when xA and xB share target mass,
that is, case H1 .

The expected magnitude of the filter response is calcu-
lated as a function of L, the number of overlapping pixels
between the filter and the test image as described by Eq.
(10). The filter response to clutter is symmetric with re-
spect to the origin. Therefore, when L is varied, the ex-

Fig. 5. Profile view (i.e., side view of three-dimensional mesh
plot) of filter bank response to control imagery. The response is
along the vertical axis, and one of two lateral displacements is
along the horizontal axis. The second lateral axis is perpendicu-
lar to the page. Point A indicates the dominating central re-
sponse of the filter bank, while point B is the true peak of the
partially overlapping regions. Point C indicates the local side-
lobe response to the overlapping regions.
pected response can be evaluated at different radial dis-
tances from the origin and describes the sidelobes over
the entire correlation plane.

The kth-order filter constructed from image xA is hA,k ,
given by Eq. (2). Since pixels in images xA and xB are

Fig. 6. Profile view of square root of zero-order filter response to
control imagery.

Fig. 7. Profile view of postprocessed filter bank response to con-
trol imagery. The postprocessing is the subtraction of the mesh
in Fig. 6 from the mesh in Fig. 5, which reveals the location of the
peak response of the overlapping regions.

Fig. 8. Profile view of postprocessed filter bank response to Mil-
lenium Falcon partition pair 5 and 8.
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independent with means ma and mb , respectively, the
conditional expected magnitude of the filter response is
given by

E$YkuL, H0%

5 EH(
l51

L

@xB~l !hA,k* ~l !#uL, H0J
5 EH(

l51

L XxB~l ! (
n50

N21 FxA,n~l !expS 2j2pkn

N D GCUL, H0J
5 LNmAmBd @k#, (11)

where l represents a pixel in the filter image that overlaps
with xB and d [•] is the Kronecker discrete impulse func-
tion.

Since filter banks include only k . 0-order filters, we
are primarily concerned with suppressing their sidelobes.
When k . 0, the expected magnitude is zero regardless of
L. However, the sidelobe envelope is proportional to the
response standard deviation. The conditional variance of
the magnitude response is defined as

Var$YkuL, H0% 5 E$uYku2uL, H0% 2 ~LNmamb!2d @k#,
(12)

where the first term is expanded to

E$uYku2uL, H0% 5 EH U(
l51

L

xB~l !hA,k* ~l !U2UL, H0J . (13)

The pixel variances of xA and xB are sA
2 and sB

2, re-
spectively. For control images it can be shown that the
autocorrelation of xA is E$xA,n(l1)xA,m(l2)% 5 sA

2d@l1
2 l2#d @n 2 m# 1 mA

2 and the autocorrelation of xB is
E$xB(l1)xB(l2)% 5 sB

2d (l12l2) 1 mB
2. Using these au-

tocorrelations to help evaluate Eqs. (12) and (13) yields

var $YkuL, H0%

5 LN$sA
2~ sB

2 1 mB
2! 1 NmA

2sB
2d @k#%. (14)

The magnitude envelope of the sidelobes is defined by the
deviation, which is

dev$YkuL,H0%

5 (LN$sA
2~ sB

2 1 mB
2! 1 NmA

2sB
2d @k#%)1/2. (15)

Since the filter bank is a linear combination of multiple
k . 0-order filters, then scaled by a, the mean and the
deviation of its magnitude response are also described by
Eqs. (11) and (15), respectively.

We have shown that when k . 0, the expected value of
the magnitude response is zero and that it is the devia-
tion of the response that describes the sidelobes. For the
k 5 0-order response, the deviation of the magnitude is
very small relative to the mean. With the use of Eqs.
(11) and (15), this ratio is given by

dev~k 5 0 !

mean~k 5 0 !
5

$LN@ sA
2~ sB

2 1 mB
2! 1 NmA

2sB
2#%1/2

LNmAmB
.

(16)

For most practical situations, this ratio is small. We
demonstrate this with a numerical example, where con-
trol images are generated so that they model the size and
the average pixel density of the Millenium Falcon regis-
tration set. The image pairs share 12,868 pixels (L
5 p 3 642 5 12,868) at full overlap, the mean value of a
pixel in either binary image is mA 5 mB 5 m 5 0.2, and
the variance of a pixel in either binary image is sA

2

5 sB
2 5 s 2 5 0.16. When we substitute these values

and let N 5 200 rotations, the ratio in Eq. (16) is 0.018.
Therefore it is the mean that dominates the distribution
of the magnitude response to clutter for the k 5 0-order
filter.

To demonstrate the k 5 0-order filter response invari-
ance to the presence of target mass, we rederive the mean
magnitude response, assuming that xA and xB share
100% target mass such that xA 5 xB 5 x is denoted as
case H1(100%). For simplicity, we assume that the child
matches the n 5 0 rotation, so that its complex exponen-
tial weighting is unity. The second component is the
clutter response, i.e., the response to the other N 2 1
nonmatching filter components. The resulting expected
response is given by

E$YkuL, H1~100% !%

5 EH(
l51

L

xn50
2~l !uL, H1~100% !J

1 EH(
l51

L Xxn50~l ! (
n51

N21 Fxn~l !

3 expS 2j2pkn

N D GCUL, H1~100% !J
5 L~ s 2 1 m2! 1 Lm2~Nd @k# 2 1 !. (17)

The fractional increase of the response when the target
mass is introduced is given by

D 5
L~ s 2 1 m2! 1 Lm2~Nd @k# 2 1 !

LNmAmBd @k#
2 1. (18)

When we assume the same parameter values as above
and k 5 0, the fractional increase is only D 5 0.02.

The presence of target mass in control images contrib-
utes an impulse at the location of proper registration and
a clutter response everywhere else in the k . 0-order fil-
ter response. As a result, introducing target mass does
not significantly alter the deviation of the filter magni-
tude response except at the location of proper registra-
tion. Therefore the sidelobes can be estimated with Eq.
(15), which assumes that no target mass is present. This
estimate is demonstrated by calculating the ratio of the
expected k . 0-order filter response from an image con-
taining target mass to the deviation of a k . 0-order fil-
ter response from an image containing no target mass.
This ratio is calculated by using Eqs. (15) and (17), as-
suming that 12% target mass is shared:

E$target response%

E$sidelobe height% Uat target peak location

5
LsA

2

$LN@ sA
2~ sB

2 1 mB
2!#%1/2 5 2.49. (19)
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Inspection of the sample correlation plane in Fig. 5 shows
that the actual ratio of B over C agrees.

To demonstrate that this analysis works well on real
data, we repeat the process on a pair including images 5
and 8 from Fig. 2. The postprocessed response profile is
shown in Fig. 8. The real data yield a detectable peak
response, while the sidelobes are less uniform than the re-
sponse for the control imagery.

C. Optimum Training Set Size
Training set size represents a trade-off between detection
performance and filter generation time, and understand-
ing how the training set size affects performance is key to
making the most practical trade-off. Kumar and
Pochapsky12 presented an analytical approach to evaluate
the effects of training set size on distortion-invariant fil-
ter response. In their approach they used continuous-
space autocorrelation functions to find relationships be-
tween SNR, space–bandwidth product, and training set
size.

However, they did not determine an optimum training
set size or take into account the effect of finite pixel sizes.
We follow a similar approach in analysis, but instead of
looking at the SNR for continuous-space autocorrelation
functions, we use nontraining control images to estimate
the autocorrelation function and use this to estimate the
maximum PSR as a function of training set size. Fur-
thermore, Kumar and Pochapsky did not directly relate
their SNR measure to discrimination, whereas the PSR
inherently measures the discrimination between child
and nonchild images.

Let xA be the primary image from which the training
set and the filters are generated. For training set size N,
the angle between the mth and nth training images is
QD(m 2 n, N) 5 2p(m 2 n)/N. The nth training im-
age is denoted by a rotation transform of xA such that
xA,n 5 A(xA , QD(n, N)) for n 5 0,1 ,..., N 2 1. For
symmetry, a worst-case image xwc is positioned between
the n 5 0 and the n 5 N 2 1 training images such that
xwc 5 A(xA , Qwc(0, N)). The worst-case angle is defined
as Qwc(n, N) 5 2p/N 1 2pn/N, which is the angle be-
tween the worst-case image and the nth training image.
The images xA and xwc share 100% target mass, and a
conditional PSR for worst-case input is

PSRwc~N ! [
E$uYk.0uuN, Hwc%

Dev$Yk.0uN, Hwc%
, (20)

where Hwc is the worst-case hypothesis.
By forming training set matrices X wc from xwc and X A

from xA , we can show that Rwc 5 X wc
T X A is circulant

and symmetric. Thus the response magnitude expres-
sion is obtained in a similar manner as Eq. (7):

u ywc,ku 5 2 (
n50

N/221

R(Qwc~n, m !)

3 expS jpk

N D cosFpk

N
~2N 1 1 !G , (21)

where R(Q) is the autocorrelation between two rotations
of xA separated by angle Q and where N is even. The
vector x wc is a nonrotated lexicographic form of xwc . In
this case R(Qwc(n, N)) 5 E$x wc

T xA,n%. Then

lwc,k 5 E$u ywc,ku% ' u ywc,ku (22)

for large image sizes.
The standard deviation expression in Eq. (15) is con-

ceptually similar to the denominator of Eq. (20). How-
ever, the derivation of Eq. (15) assumes that the rotated
training images are independent. With large values of
N, this assumption breaks down because adjacent train-
ing images become correlated on account of the spatial
sampling period associated with finite pixel sizes. For
example, the autocorrelation between training images
xQD

5 A(xA , QD(1, N)) and xA is given in Fig. 9(a) as
RD(N) 5 R(QD(1, N)). For small values (N , 200), the
adjacent images are decorrelated. As the images begin to
overlap, there is an increase in RD(N) until N ' 800.
For N . 800 there is no change in RD(N) because the two
images are spatially sampled to be identical discrete im-
ages on account of the finite pixel sizes. For this example
the separation angle at N ' 800 corresponds to 0.45°.
For N . 800 the values predicted by the envelope expres-
sion in Eq. (15) continue to drift from experimental re-
sults, shown in Fig. 9, because many training images may
become identical owing to spatial sampling. By incorpo-
ration of RD(N) into Eq. (12), an expression for the devia-
tion that is valid for large N is given by

Dev$yk.0uL, Hwc%

5 L~ s 2 1 m2! (
m51

N

(
n51

N FR(QD~m 2 n, N !)

L
2 m2G

3 expF j2p~m 2 n !k

N G . (23)

Assuming that the deviation is off origin, such that xwc is
decorrelated with xA , hypothesis Hwc is equivalent to the
H0 case in Eq. (12). Taking advantage of symmetry, we
can reduce Eq. (23) to

Fig. 9. (a) Rotation autocorrelations of nontraining and training
set images and (b) PSR of correlation response to nontraining set
images indicating optimum PSR for a training set size of approxi-
mately 400.
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Dev$yk.0uL, H0%

5 L~ s 2 1 m2! (
m51

N FR(QD~m 2 n, N !)
L

2 m2G
3 cosS 2pmk

N D . (24)

The numerator and the denominator of Eq. (20) predict
the absolute peak and sidelobe values, respectively. The
autocorrelation, scaled by Rwc(N) 5 R(Qwc(0, N)), be-
tween xwc and an adjacent training image is shown in Fig.
9(a). The numerator of PSRwc(N) is governed by
R(Qwc(0, N)), while the denominator is governed by
R(QD(1, N)).

A sample run of PSRwc(N) is shown in Fig. 9(b), where
the peak PSRwc(N) occurs at N ' 400. For large (N
. 400), PSRwc(N) is still high, and the filter bank con-
tinues to function because the filters are effectively scaled
by the addition of identical training images. The reason
that PSRwc(N) decreases after N ' 400 is that the worst-
case image correlates at maximum R(Qwc(0, N)) before
the adjacent training images reach maximum correlation
for R(QD(0, N)). Thus the numerator increases faster
than the denominator until N ' 400. When N is so large
that there is correlation between nonadjacent images, ad-
ditional peaks occur as shown at N ' 1200. From Fig.
9(b) we see that there is no global improvement in
PSRwc(N) after Npeak ' 400 and that larger values of N
would increase computation time. Values less than Npeak
still have high PSR values, and the statistical response
models in Subsection 4.B are valid for these values of N.
To decrease computation time, we used N 5 200 for all
the demonstrations. This suboptimal size still yielded an
adequate PSR for complete reconstruction.

D. Rotation Determination and Similarity Measure
The postprocessed correlation plane given in Eq. (6) is ex-
amined to determine the location of the maximum corre-
lation peak. The complex responses from each magni-
tude response peak location in the filter bank are
combined and used in an F-dimensional maximum-
likelihood ratio test, where F is the number of filters in
the filter bank. This test determines the proper orienta-
tion at maximum correlation.18 The phase signature yps
is defined as a 1 3 F vector consisting of the complex
peak response from each filter in the bank. A measure of
similarity between the phase response and the expected
phase response for a child aligned with the nth training
image is given by

gn 5 (
kPKbank

yps~k !expS 2j2pkn

N D (25)

for n 5 0, 1 ,..., N 2 1, where Kbank is the set of F filter
indices selected by using Q. The index of the training im-
age that the child aligns with best is estimated by using
nest 5 maxn$ gn%, and the rotation angle is calculated by
using Q 5 2pnest /N. Given the course rotation esti-
mate above, it is successively refined by the ‘‘largest of’’
filtering method20 described in Section 2.
Given a possible alignment, a similarity measure is
needed to verify if the alignment is correct. Using the
orientation parameters, we determine the overlapping re-
gion by the intersection between two unit-value images
uA and uB , each the same size as that of the correlation
pair xA and xB , respectively. Each unit image is zero
padded before orientation. The region of overlap is de-
fined as

RAB 5 $a, b; uA~a, b ! ù uB(a8~a !, b8~b !) 5 1% (26)

for all $a,b%, where a8(a) and b8(b) are the coordinate
transformations for alignment.

Once we know the region of overlap, a similarity mea-
sure denoted as the target mass density can be defined
within the region of overlap. The target mass density is
based on the correlation coefficient within the region of
overlap;

G 5

(
$a,b%PRAB

xA~a, b !xB(a8~a !, b8~b !)

F (
$a,b%PRAB

xA
2~a, b ! (

$a,b%PRAB

xB
2(a8~a !, b8~b !)G1/2 ,

(27)

where 0 < G < 1 for all positive-value images.

5. DISCUSSION OF PERFORMANCE AND
IMPLEMENTATION
Although the focus of this research is on the mathemati-
cal analysis of the pair correlation, a demonstrative dis-
cussion of POSAS implementation is necessary. We com-
pare POSAS performance with manual reconstruction
performed by several human volunteers, compare nu-
merical performance with automated methods, consider
optical implementation, and demonstrate a variety of ap-
plications.

The most common registration method for the problem
under study is to have humans define control points and
then have computers reconstruct the imagery. We make
the assumption that identifying control points takes at
least as long as identifying and physically matching two
transparencies. As a baseline for comparison, we had
human volunteers conduct the entire registration process
by manually reassembling the Millenium Falcon using
transparencies of the 11 partitions shown in Fig. 2. This
experiment represents a simple demonstration and does
not imply statistically accurate results. The POSAS per-
formed the same task, utilizing a 300-MHz Windows-
based personal computer. Human processing times were
determined by having subjects overlay 11 transparencies
of the edge-enhanced, binarized subimages to create the
final scene. In the ten trials, the subjects required be-
tween 5 and 12 min to perform the task, while the POSAS
software, written in MATLAB and C 11, required 18 min,
which is well within an order of magnitude of the human
performance. Registering an individual pair required 22
s, 38% of which is spent creating the filter and 56% of
which is spent correlating.

Brown2 has surveyed registration techniques, and the
computation of control point techniques is O(M3) opera-
tions, where M is the number of control points and the ex-
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ponent is the number of dimensions in the search space.
In our case there are two translation parameter dimen-
sions and one rotation parameter dimension. To com-
pare control point methods with correlation, we assume a
fixed percentage of overlap, a large square image size, and
complicated patterns such as those of the control images.
Under these conditions the number of control points M
becomes proportional to the number of pixels along one
side of each square image. The correlation computation
is then O(M2 log M) by using fast Fourier transform tech-
niques, while the control point computation of O(M3) op-
erations is larger. For images with simple geometric pat-
terns and/or decreasing overlap, the outcome may be
different and possibly favor control point methods. For
these cases a more detailed analysis would be necessary.

Correlation time is significant, so the possibility of op-
tical implementation deserves consideration. To simu-
late an optical correlation implementation, we tested the
system with the filter quantized at various levels in mag-
nitude and/or phase. The Millenium Falcon could be re-
assembled when the phase was quantized to eight levels
and the magnitude remained continuous, when the mag-
nitude was quantized to 16 levels and phase remained
continuous, and when the magnitude and the phase were
both quantized to 32 levels. What these values tell us is
that current phase-only systems would not perform ad-
equately without additional research and development.
Indeed, a full complex filter would need to be used. One
such device would be the time-integrated spectrum ana-
lyzer with the use of crossed Bragg cell architecture,
which can be used to perform full complex correlation.24,25

Fig. 10. (a) Mayan sculpture image with the use of a single
128 3 128 sensor image and (b) reconstruction of Mayan sculp-
ture from overlapping partitions by using the same sensor size as
that in (a) but with a smaller field of view indicated by the white
border of the first partition.
To demonstrate the versatility of the POSAS and indi-
cate some potential application of matching partially
overlapping images, we present several demonstrations.
All the demonstrations use 128 3 128-image partition
sizes, which are zero padded to 256 3 256 for processing.
The image partitions are digitized from original photo-
graphs, and feature-space reduction is accomplished with
binary Sobel edge enhancement, where the threshold is
approximately set at 20%–30% of the gray-level Sobel
peak. The Millenium Falcon assembly shown in Fig. 3
was performed with minimum peak response value
ymin peak 5 0.35, minimum target mass density Gmin
5 0.44, maximum number of alignment ambiguities NA
5 3, and Npart 5 11 partitions. The Millenium Falcon is
representative of man-made technology. Another use
may be in archeology for archiving physical artifacts. An
example of this application is the digitizing of a Mayan
sculpture26 image. If a 128 3 128 image is taken of the
entire sculpture, the image is blurred as shown in Fig.
10(a) (cropped to 90 3 128 for display). Using the same

Fig. 11. (a) Reconstruction of Titanic photograph from 15 par-
titions with a border around the first partition and (b) recon-
struction of aerial photograph provided by Custom Aerial Pho-
tography, Inc., 1803 Park Center Drive, Suite 112, Orlando,
Florida 32835.
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camera but optically zooming in and capturing the over-
lapping partitions, the POSAS assembled these partitions
as shown in Fig. 10(b) with ymin peak 5 0.31, Gmin 5 0.60,
NA 5 1, and Npart 5 9. The first image is outlined in
white to indicate relative partition size. Another appli-
cation may be the assembly of underwater terrain images.
An example is the assembling of a Titanic27 image, as
shown in Fig. 11(a), where ymin peak 5 0.51, Gmin 5 0.67,
NA 5 2, and Npart 5 15. The last example, shown in Fig.
11(b), is an assembly of vertical aerial photographic imag-
ery. The POSAS is well suited for reconstruction of ver-
tical aerial photography because the distortion is prima-
rily in-plane rotation and the scenes are typically
complicated when enhanced. The aerial photographic re-
construction of a region of International Drive in Orlando,
Florida, was done with ymin peak 5 0.47, Gmin 5 0.66, NA
5 4, and Npart 5 5.

For implementation most of the setup difficulty was in
determining the feature-space enhancement parameters,
such as the threshold level of the binary Sobel operations.
Theoretically, feature-space enhancement is not a limita-
tion to the POSAS, but, in practice, it was critical to op-
eration. We would recommend that a first-time user set
up the POSAS to produce correlation plane imagery such
as that in Figs. 5–8 in order to visualize the underlying
pair relationships. For a production run of a large set of
images, we would recommend training the target mass
density and peak threshold values off a representative
subset.

6. CONCLUSIONS
The partial overlap scene assembly system (POSAS) is a
method to automatically reconstruct a larger scene from a
combination of partially overlapping subimages. Each
subimage may have random rotation and overlap with re-
spect to its neighboring subimages. The brain of the PO-
SAS is a supervisor that coordinates the construction of a
data tree structure containing the reconstruction param-
eters of relative orientation between subimages. The
brawn is the pair correlator, which generates its filter
banks on line and performs pair correlation. On-line fil-
ter design is achieved by using properties of linear phase
coefficient composite filters (LPCCF’s). The performance
of the POSAS is governed by the target mass similarity
measure.

In Section 4 a complete and rigorous mathematical
treatment of the POSAS pair correlator is introduced.
Central to this treatment is the use of control images that
are calibrated to be similar to the registration set statis-
tics. With the use of ensemble statistics, closed-form ex-
pressions are developed describing response plane mean
and variance. It is mathematically shown, for the first
time, that the response distribution of the nonzero-order
filter is governed by a response envelope relationship. It
is shown that the square root of the expected k 5 0-order
filter response is equivalent to the higher-order response
envelopes. Thus, when the weighted square root of the
zero-order response is subtracted from the filter bank re-
sponse, overlap-invariant detection is achieved. This
postprocessing is shown to suppress the clutter mass re-
sponse and yield a peak location containing the relative
pair positioning as well as a phase signature that is
matched with a rotation angle. Therefore orientation
and position information is directly obtained from the
LPCC response while simultaneously achieving overlap
invariance.

Another notable contribution of this research is the
analysis of optimum training set size. This analysis
gives new insight into the relationship of composite filter
performance and training set size. Although the case
presented is for LPCCF’s, in-plane rotation, and control
images, the concepts and the mathematical relationships
should extend to other composite filters, other distortions,
and more-sophisticated stochastic image models. There
were three characteristics of PSR as a function of training
set size N: (1) the rapid increase for low values of N, (2)
the peak for intermediate values of N, and (3) the
asymptotic leveling off of PSR for large values of N. The
first characteristic is well-known from previous work, but
the second peak characteristic and the third characteris-
tic have not been previously studied in the context of PSR.
These two latter characteristics are directly related to the
finite pixel sizes in the control images.

The POSAS is numerically efficient for complicated im-
agery, although it is less competitive with control point
methods when the imagery contains simple geometric
patterns. Our search space included two-dimensional
translation and full in-plane rotation. However, for fu-
ture research, the POSAS may be applied to higher-
dimensional feature spaces. That is, the POSAS could be
extended to include other affine transformations, in addi-
tion to rotation. We believe that the POSAS is well
suited for a variety of applications including assembly of
archeological, oceanic, and vertical aerial photographic
data. All things considered, we think that the POSAS
method represents a new and sophisticated use of com-
posite correlation filters.
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